Zizhi Tongjian as Data:

From Historical Chronicle to Monthly Computational Corpus

September 2026
ISS Discussion Paper Series

F-203

Asei Ito”
Jaehwan Lim"

Hongyong Zhang!

* Institute of Social Science, The University of Tokyo, Japan. asei(@iss.u-tokyo.ac.jp

T School of International Politics, Economics, and Communication, Aoyama Gakuin University,

Tokyo, Japan. t13025@aoyamagakuin.jp.
t Research Group, The Research Institute of Economy, Trade, and Industry, Tokyo, Japan. zhang-
hong-yong(@rieti.go.ip.



mailto:asei@iss.u-tokyo.ac.jp
mailto:t13025@aoyamagakuin.jp
mailto:zhang-hong-yong@rieti.go.jp
mailto:zhang-hong-yong@rieti.go.jp

Zizhi Tongjian as Data:

From Historical Chronicle to Monthly Computational Corpus

Version 1.0

Asei Ito
Institute of Social Science, The University of Tokyo, Tokyo, Japan
Jachwan Lim

School of International Politics, Economics, and Communication, Aoyama Gakuin University, Tokyo,
Japan

Hongyong Zhang

Research Group, The Research Institute of Economy, Trade, and Industry, Tokyo, Japan

Abstract

How can a continuous premodern Chinese chronicle be transformed into temporally structured,
quantitatively usable data? Using the Zizhi Tongjian (& {7188, Comprehensive Mirror to Aid in
Government), this paper develops a transparent and auditable workflow for reconstructing annual and
monthly chronology and discovering recurrent lexical units through a corpus-internal procedure rather
than a pretrained tokenizer. The main lexical-discovery analysis covers Tang China, 618-907 CE. It
combines character n-grams of length two to four with corpus-internal measures of internal cohesion
(minimum-split pointwise mutual information) and boundary freedom (left and right entropy), and then
counts accepted units in a monthly temporal-lexical corpus. The procedure yields a final Tang lexicon of
6,528 recurrent multi-character units. In an LLM-classified validation sample, 97.6% of candidates in
the top lexical-score decile are valid units; an independent known-vocabulary check recovers 46 of 61
items (75.4%). A separate blind human reliability check yields 84.0% exact human—LLM agreement for
lexical classification and 93.3% for chronology cases. Monthly series also recover historically
interpretable patterns, including the transition from Huihe ([7]#Z) to Huigu ([F185), two written forms of
the Uyghur name, around 788 and month-specific peaks in Xuanwumen-related vocabulary around
documented palace coups. A Song-period portability check using the Xu Zizhi Tongjian Changbian (18
&R 1E KW, Long Draft of the Continuation of the Comprehensive Mirror to Aid in Government)
indicates that high-frequency Tang units remain attested while their relative salience changes
substantially.



1. Introduction

The quantitative and digital study of Chinese history has developed substantially in recent years. China’s
unusually rich documentary record has long supported quantitative inquiry, while digitization, database
construction, and computational methods have widened the scale and range of feasible research (Chen,
Campbell, and Ma 2026; Keller, Shiue, and Yan 2026; Bai, Jia, and Yang 2024). The China
Biographical Database (CBDB) is a leading example: it extracts biographical information from
heterogeneous primary and secondary sources, disambiguates and normalizes persons and relationships,
and organizes persons, offices, places, kinship ties, social relations, and other entities in a relational
structure for statistical, spatial, and network analysis (Tsui and Wang 2020; Chen and Wang 2022).
Related work in historical political economy likewise demonstrates the value of constructing systematic
evidence from Chinese historical sources. Wang and Yang (2025) combine epitaphs, government
documents, and large-scale biographical information to study the long-run development of the imperial
examination system. Keller, Shiue, and Yan (2026) use supervised machine learning to identify and
geographically and temporally tag episodes of social unrest in the Veritable Records of the Qing
Dynasty (J& 3£8%). These projects represent substantial scholarly and technical achievements in
converting historical records into quantitative evidence.

At the same time, historical data construction remains source-dependent. CBDB’s developers
explicitly discuss source selection, automated and manual extraction, disambiguation, normalization, and
the uneven representation of different activities in the surviving record; its holdings are rich in
officeholding and kinship, for example, but sparse in economic activity (Chen and Wang 2022). Related
annotation environments such as MARKUS also show how dictionaries, entity identification, and
scholarly curation can make primary texts computationally tractable (De Weerdt 2020). These
approaches motivate a broader methodological lesson: source structure shapes dataset structure. A
continuous narrative chronicle presents a different data-construction problem because the temporal and
lexical units required for analysis may not be directly available as machine-readable observations.
Digitization makes such a text searchable, but does not automatically make it analysis-ready.

The Zizhi Tongjian (‘& {5 1E#:, Comprehensive Mirror to Aid in Government; hereafter ZZTJ) is a
useful case through which to examine this problem. Covering Chinese history from 403 BCE to 959 CE,
it is organized annalistically. Its digital Classical Chinese text remains a continuous, unsegmented stream
of characters. Dates appear within the narrative rather than as fields attached to passages, and the
absence of whitespace means that recurrent lexical units are not directly marked. Quantitative use of the
chronicle therefore requires the reconstruction of two related forms of structure: when a passage belongs
in historical time, and which recurrent character sequences constitute units that can be counted through
that time. These choices determine the observations, temporal resolution, and textual measures available
for subsequent historical analysis.

For this specific source-construction task, we develop one transparent workflow. The main analysis
focuses on Tang China (618-907 CE), while the Xu Zizhi Tongjian Changbian (f&'& 15188 K-#, Long
Draft of the Continuation of the Comprehensive Mirror to Aid in Government; hereafter XZZTJ),
covering 960—1100 CE in the corpus used here, provides a Song-period portability check. The analysis
begins in 618 because the earlier portions of the ZZTJ are generally thinner and more uneven at monthly
resolution, making them less suitable for a comparable long-run lexical panel; those earlier portions
remain available for future source-specific analysis. The workflow reconstructs annual and monthly
chronology from the continuous narrative, leaving genuinely ambiguous spans unassigned rather than
interpolating them. It then identifies recurrent lexical units through source-internal character statistics,
combining frequency, minimum-split pointwise mutual information (PMI), and left- and right-boundary
entropy. Finally, the accepted units are counted back into the reconstructed calendar to produce a term-



by-year-by-month corpus, and the chronology and lexical output are evaluated through LLM-reviewed
sampling audits, a separate author-conducted blind reliability check, known-vocabulary recovery, and
historically documented cases.

This workflow is intended to complement existing work in digital and quantitative Chinese history
as well as Classical Chinese NLP. The present study focuses on a continuous annalistic chronicle in
which passage-level chronology and recurrent lexical units must be reconstructed together. Classical
Chinese word-segmentation systems and pretrained language models offer important, complementary
approaches to related tasks (Wang 2020; Tian et al. 2021; Wang et al. 2023). Our corpus-internal
procedure is not proposed as a general-purpose segmentation algorithm or a replacement for those
systems; it deliberately prioritizes inspectability for this application, so that each candidate can be traced
to observed frequency, cohesion, and boundary statistics. In this respect, it also builds on the
demonstrated utility of character-sequence methods in large digitized corpora and premodern textual
analysis (Rappo 2018).

The paper’s contribution lies less in any single computational technique than in making the full
process of historical data construction explicit and auditable. The case illustrates how source-specific
historical knowledge and computational procedures can be combined in historical data construction. The
units, temporal resolution, missing observations, ambiguities, and representations in a historical dataset
reflect methodological choices as well as properties of the source. Making those choices explicit and
auditable is therefore useful both for evaluating this corpus and for considering related workflows for
other premodern chronicles.

The remainder of the paper proceeds as follows. Section 2 introduces the ZZTJ as a computational
historical source. Section 3 describes chronology reconstruction and corpus coverage. Section 4 presents
corpus-internal lexical discovery. Section 5 constructs the monthly temporal-lexical corpus. Section 6
illustrates historical applications. Section 7 reports validation and robustness. Section 8 concludes.

2. The Zizhi Tongjian as a Computational Historical Source

The ZZTJ, compiled under Sima Guang and completed in 1084, narrates Chinese history from 403 BCE
to 959 CE in chronological (annalistic) form. Events are generally recorded under reign-years rather than
grouped by topic or person, as in the standard dynastic histories. This organization makes the text
especially useful as a computational source because it provides an underlying calendrical sequence,
although that sequence must still be reconstructed from the narrative before temporal analysis. The
XZZT] extends a related annalistic form into the Song dynasty (960—1100 CE, within the scope used
here) and is used here as an out-of-sample check on the portability of the lexicon discovered from the
Tang corpus. The digital text underlying this project is drawn from the Kanseki Repository (& U 787

I V), maintained by the Institute for Research in Humanities, Kyoto University. Content created by the
repository is made available under the Creative Commons Attribution-ShareAlike 4.0 International (CC
BY-SA 4.0) license.

Figure 1 illustrates the relationship between the page image of the ZZTJ and its machine-readable
transcription in the Kanseki Repository. The passage records that, in the fifth month of 726, the Ministry
of Revenue reported 7,069,565 registered households and a population of 41,419,712. In the seventh
month, severe flooding across the regions north and south of the Yellow River drowned thousands of
people. On the first day of the eighth month, Wei Prefecture reported that the Yellow River had
overflowed its banks. In little more than sixty Chinese characters, the chronicle thus records a
nationwide fiscal-demographic report, a large-scale flood with a mortality estimate, and a dated local
report of a Yellow River overflow. The example illustrates the density of temporally structured historical
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information contained in the source and the potential value of converting the chronicle into a machine-
readable temporal corpus.
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Figure 1. Historical page image and machine-readable transcription of the Zizhi Tongjian, 726 CE

Source: Zizhi Tongjian, juan 213, Kanseki Repository, KR2b0007. Electronic transcription from the
Kanseki Repository, with corresponding page image from the Wenyuange Siku Quanshu edition.
Kanseki Repository content created by the repository is licensed under CC BY-SA 4.0

(https://www kanripo.org/text/KR2b0007/213#).

A feature of the source is that chronological coverage is uneven across months. As the coverage
statistics presented below will show, not every year contains separately identifiable sections for all
twelve months. This does not imply that months without an identifiable boundary necessarily represent
missing text. For example, in 734 CE (Kaiyuan 22), the chronicle explicitly marks the first through
eighth months and then the twelfth month, while providing an extensive continuous narrative for the
year. The record includes, among other events, an earthquake in Qinzhou that reportedly killed more
than 4,000 people, a court debate over private coinage, changes in senior appointments, military activity
involving the Khitan, and detailed reforms to grain transport and storage. The following passage shows
the chronicle's continuous record for 734 CE, with the identifiable month markers highlighted in bold
and grey.

P A AFERIEA C L7 C A E AL H BN ASLRA& T e = A TR
B LTSI B BEIE 2T VY T ER A i 22 2R FA A AR 7 1 3R 5 A PPN AEN 25 250
BIF TR BT Z AN TR LA E RTINS L P72 N Rl T BT
B e B RABJT N B A2 AR L7 1~ BE= A IR 7 T e & ZE M5 7 —
B PTEY DA FE R Tt & 7 A 2B 1 77 H 2 BT R 187 P 7 17 R R i T


https://www.kanripo.org/text/KR2b0007/213

51T FYA TR H K BEE 25 L R N1 Z (] 1 Fh i A 1 SR ST A7 B IR R S B
H RN BRI 7T LB BB RIS 7] LU A 7 R 55 B 2 T HE 2.2 BB s B TR
Bk 15 ITEHR IR IR LR IF R A3 56 Bt LI 2 T R PA IR
E/E (15 2 L R P8 R S 1 (1R RS JR 5  — AS RS B T A2 2 5 B
RAIES a1 LB AT A& S 7 8 7 L 17 Wi A FE I - s 75
1725 LK T1RBETEFR T O IA S 1 A 75 77 (R 58 75 - A I R 25 P B B 2 T 1R
B q KT LA ZEEI 2% (F R Tl 7 7 2 F G 2 il e 2 2P R =i L REA R PR A
FLLFBEZES 78 H UL T BRI A8 L AAE 4 B B e R X g ARG (I A
N T ERZ T A FELUE Z N T IR R 1 3 T EE KRS B (T S
B HLER A O AR R E KT LA ZE I 25 DL T T R ] 11 i i 2 N T
R UL TRE B T 1 B = T R B TR P 1 B R B -/ B LU = 1.2 B SR
E)LHES K FE T 5 57 it FEE = F1 B R R A T - EE I 757 LA B2 i W e B T
PTAFEE 55 B R KSR H KSR A TR IR L = KL F A i = - i el i
IR & BEREI I ML 2N St < FI B A (1 LA 177 FE - F-25 FELL 7% TR AR [ e B 1 L L 7 A 2%
IREEARA Kl 2 FEASZIG TTE & 5 AT FEL 2% ) L B RR 5 P A2 7]
H B R L E BN FE R T EER R T g FUK 7] Z8 T (2 B W i G824 258 Bl 2
T RER T T EEE B BRI & P GE T IR 1B (T P EE B 7 T [ 2 A I A5 2/
| PRI RE T (AR TE S IRVT P AL BN 5] SN RN LA AR A1 & A It Py B ] GE 57 4L
GG At VT (E [ < i DT B B B AU PS8 Tt ik BRI R AR A < EE AR5 1]
AP S Fo 17U AT AT B T2 T TE SR 00 I T35 H A i A0 I A A AT A A
T LB BRI  B B Y AT s B A  FE T 9 2 B S5 LU (1036
characters; Source: Sima Guang, Zizhi Tongjian, juan 214, Kaiyuan 22 [734 CE], Kanseki
Repository, KR2b0007)

Thus, the absence of a separately identifiable month does not necessarily indicate missing source text; it
may instead reflect the temporal organization of the chronicle itself.

Two data-quality issues specific to this source are handled as follows. First, some characters are
represented in the source digitization by literal gaiji placeholder codes (e.g., &KRnnnn;). These
placeholders are detected and removed before the calculation of frequencies, cohesion, or entropy, rather
than being treated as ordinary characters. Second, the corpus’s orthography reflects its textual
transmission and digitization as well as the language of the periods it describes. For example, the
standard form X FH (Xuanwumen, “Gate of the Black Tortoise™), examined further in Section 6, does
not occur in the corpus. The Kanripo texts instead consistently use 2~ [, with the variant character 2~
in place of ¥. The same substitution occurs in other words containing . This study therefore treats 2~
as an edition-level orthographic variant and normalizes it to ¥ only in the English discussion and figure
labels. The substitution is compatible with the avoidance of X associated with the personal name of the
Kangxi Emperor, Xuanye Y<J#, but the present computational evidence alone does not establish when or
at which stage of transmission the substitution was introduced. It should therefore not be interpreted as
evidence of Tang- or Song-period spelling. This example illustrates why source-specific orthography
matters for lexical discovery: a dictionary or tokenizer based exclusively on normalized spellings would
not identify the attested form without orthographic normalization or adaptation.

Across the twelve-cell analytical calendar, the reconstructed corpus contains 5,170,451 characters:
1,013,273 from the ZZTJ and 4,157,178 from the XZZT]J. Intercalary months are not treated as
thirteenth analytical cells. Instead, their text is grouped with the corresponding numbered month in the
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twelve-cell analytical panel, while the intercalary flag, text, and character count are retained separately.
The corpus contains 72,682 characters identified as belonging to intercalary months (1,939 in the ZZTJ
and 70,743 in the XZZT]J), allowing the full chronological sequence to be reconstructed when required.
This scale permits corpus-statistical lexical discovery while remaining suitable for direct validation of
sampled candidates.

3. Reconstructing Annual and Monthly Chronology

Neither source carries machine-readable date fields. Years are marked within the narrative by reign-era
names and year counts, while months are indicated by phrases such as “#% i 5 ” (spring, first month) or
“H X H” (intercalary month X). These chronological markers are embedded in continuous prose
alongside retrospective references, cross-year citations, and, in some cases, multiple narrative threads.
Recovering calendar structure is therefore a problem of historical text reconstruction rather than simple
reformatting.

The reconstruction proceeds in two stages. First, the continuous text is segmented into chronicle-
year units, using reign-era names, year counts, and associated calendrical evidence to identify annual
boundaries and connect the relevant textual spans. Second, each reconstructed year is segmented into
calendar months. This stage combines explicit month-boundary phrases with calendrical cross-checks
and rules for handling retrospective references, cited material, and secondary narrative threads. A
contextual audit revealed a source-specific feature of the XZZTJ: one reconstructed year may span
several continuation volumes, each introduced by a compiler heading containing the emperor, reign era,
reign-year number, and month. An earlier rule could misclassify headings beyond the beginning of the
annual record as embedded year citations. The revised parser recognizes these continuation-volume
headings when they agree with the current annual record after conservative normalization of attested
graphic variants. No month identified through the parser audit is hard-coded; the four separately
documented Tang annual-boundary repairs are summarized in Appendix Table C1. When the evidence
does not support confident assignment, the procedure leaves the cell unassigned rather than interpolating.
Cells within the documented XZZT]J lacuna from the fourth month of 1067 through the third month of
1070 are labeled source lacuna rather than treated as parser failures.

Figure 2 illustrates this transformation using 734 CE (Kaiyuan 22) as an example. The source
presents the year as a continuous historical narrative rather than as a set of monthly observations. The
reconstruction procedure identifies explicit month boundaries and assigns the intervening text to the
corresponding calendar month, transforming the annual narrative into a structured year—month—text
dataset. In this case, nine months can be separately reconstructed: months 1-8 and 12. Months 9-11
remain unassigned rather than being inferred or filled by interpolation. Importantly, these unassigned
cells should not be interpreted as evidence that the source contains no historical information pertaining
to those months; they indicate only that separate monthly units cannot be confidently reconstructed
under the stated procedure. The transformation thus preserves both the text associated with identifiable
months and the uneven temporal structure of the source, producing the basic observational unit from
which the subsequent monthly lexical corpus is constructed.



Derived text Yearly text data Monthly text data

[213-12] BAES Ao FEENCE LSRR IEREEAREEIIE
HERME & i 7 i I
WABBE_ETZ Bl kAN ear [rsom] Text
o = TEe, 7| | [FEACELESACEERSEABE RN ARREEFE
ER=Hhe R 2 ] = =
RS WS Lt A SR BT SIS I e : il hE=e
#: BRI
e FESL , =
BEETERS A e TAE RS FRGTEL L LT . T
zFd w5 jmemRe SR R

EILMBERFIUREAE

s b R
B8R & P 56 LR »:\_fu ﬁéigﬁ#ﬁﬁiﬁéfgfﬁfﬁlﬁ

AEGTA WA AN R B AT L LR =
HESAFL TEEE WS FL R FE TR TS S
S 4 g,

Ere EEH =
AT L 2T

i | s T

N ELEE, £ d ‘

e WA 54| 7 |cEcEmmsm=rziy
EEG TR T EEEREEATREATRATGEL [EmET
£ EAR TR SORB AEBEAEE RS B = A RIS NS

A

Kk TR

AT kB E
A SR EFEOEALZ,

Rz L FREES L T&fi&?ﬂ RESETELER B 1

LA = L EEE

B EME T 7 BBRESE ENTFS
RN IR L S RO R N /

Figure 2. From annual chronicle text to monthly text data: An example from 734 CE

Table 1 and Figures 3—4 summarize corpus coverage and density after the parser revision. The
777T] contains 4,104 twelve-cell chronicle-year-months (342 represented years, 618-959 CE), of which
3,314 (80.8%) contain reconstructed text. Its Tang subset contains 3,480 cells, of which 2,724 (78.3%)
contain reconstructed text. The XZZT]J contains 1,632 cells for 136 represented years within 960-1100
CE, of which 1,585 (97.1%) contain reconstructed text. Relative to the preceding parser, the general
continuation-heading rule recovers 207 previously empty months and changes the distribution of text
across 555 year-month cells, while preserving every source-year’s total characters. Empty cells may
reflect source silence, unresolved boundaries, or source loss; the explicit XZZTJ lacuna is labeled
separately.



Table 1. Corpus coverage and density after chronology reconstruction

Measure 7771) 7771J, Tang XZ771J
Year range 618-959 618-907 960-1100
Represented years 342 290 136
Possible month cells 4,104 3,480 1,632
Reconstructed month cells 3,314 2,724 1,585
Coverage 80.8% 78.3% 97.1%
Mean reconstructed months/year 9.69 9.39 11.65
Median reconstructed months/year 10 9 12
Total characters 1,013,273 762,516 4,157,178
Mean characters/year 2,962.8 2,629.4 30,567.5
Median characters/year 2,169.5 1,814.0 16,802.0

Note: “Possible month cells” refers to the twelve-cell analytical calendar (months 1-12). Intercalary-
month text is included in the corresponding numbered month for this analytical panel. Intercalary status,
text, and character counts are additionally retained in separate fields (ZZTJ: 1,939 characters; XZZTJ:
70,743 characters), allowing intercalary months to be recovered as separate chronological units when
required. “Represented years” counts years present in the attached monthly corpus; gaps within a
source’s stated range are not imputed. Annual characters are the sum of n_char_month across the
twelve-cell analytical panel for each represented year; means and medians are calculated across
represented years.
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Figure 3. Annual character counts in the ZZTJ and XZZTJ

Note: Annual counts sum reconstructed characters assigned to the twelve-cell analytical panel;
intercalary-month text is included in the corresponding numbered month. Intercalary status, text, and
character counts remain separately recoverable. The dotted line marks 907, the end of the Tang period.
ZZTJ years 908-959 are retained for coverage assessment but excluded from Tang lexical discovery.
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Figure 4. Monthly coverage of the chronicles, by character count

Note: Each cell is one chronicle-year-month; color records assigned character count on a logarithmic
scale. White cells have zero assigned characters. Full-height white bands at 1068—1069 and 1094-1096
are years absent from the supplied XZZTJ dataset. The transmitted XZZTJ lacuna from 1067/4 through
1070/3 is labeled source lacuna in the data. ZZTJ year 853 remains unusually sparse (three
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reconstructed months; 241 characters). Other white cells may reflect source silence or unresolved
boundaries. The dashed line marks the source boundary at 959/960.

The chronology reconstruction and its iterative validation are reported in Section 7.1 and Appendix
Tables A1-A2.

4. Tokenizer-Free Lexical Discovery in Classical Chinese

Modern Chinese tokenizers are not specifically designed for the vocabulary and register of the ZZTJ,
while Classical Chinese segmentation systems and pretrained models offer complementary approaches
that introduce their own modeling choices and training resources. For the source-construction task
pursued here, we adopt a corpus-internal approach based on character co-occurrence statistics,
prioritizing the inspectability of its acceptance criteria. Lexical discovery is restricted to the Tang
subcorpus (618-907 CE, 762,516 reconstructed characters in the twelve-cell analytical panel), so that it
operates on a single historical span rather than pooling across dynasties.

Statistical approaches to unsupervised Chinese word discovery have long used two complementary
types of distributional evidence: association among characters within a candidate string and diversity in
the contexts surrounding it. Character association, including mutual-information-based measures,
provides evidence of internal cohesion, while accessor variety and branching or boundary entropy
measure the extent to which a string occurs independently across different external contexts (Feng et al.
2004; Jin and Tanaka-Ishii 2006). Building on this logic, we treat internal cohesion and boundary
freedom as complementary criteria for identifying recurrent lexical units in the ZZTJ corpus.

Candidate units are all contiguous character n-grams, for n = 2, 3, 4, that actually occur in the
reconstructed monthly text. Each candidate is scored on two independent criteria. Internal cohesion is
measured by pointwise mutual information (PMI), taken as the minimum PMI over every possible
binary split of the candidate — a conjunctive requirement that every internal boundary, not just one
favorable one, shows above-chance character co-occurrence. Boundary freedom is measured by left- and
right-context character entropy, taking the minimum of the two sides; a recurrent lexical unit is expected
to occur across varied external contexts while remaining internally cohesive. The two criteria are
combined into a single lexical score, computed as the minimum of each measure’s percentile rank
within its own n-gram length, so that a candidate receives a high combined score only when both
cohesion and boundary freedom rank highly.

Four thresholds turn scores into a lexicon: a frequency floor (occurring at least 10 times), a PMI
floor (minimum-split PMI above 3), an entropy floor (minimum boundary entropy above 1.0), and a
final pass that removes shorter fragments largely accounted for by accepted longer units. Table 2a
reports the rerun on the revised monthly data: of 1,527,124 raw candidate types (n = 2—4 pooled), 14,844
clear the frequency floor, 8,686 also clear the PMI floor, and 6,555 also clear the entropy floor, of which
6,528 survive fragment removal into the final Tang lexicon (4,466 bigrams, 1,644 trigrams, and 418
four-character units). Threshold sensitivity is reported in Appendix Table A3.

Table 2a. Tang lexicon assembly funnel

Stage Types remaining
Raw candidate types (n = 2-4, pooled) 1,527,124
+ frequency > 10 14,844
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Stage Types remaining
+ minimum-split PMI > 3 8,686
+ minimum boundary entropy > 1.0 6,555
+ redundant-fragment removal (final lexicon) 6,528

Table 2b provides concrete examples of how the two statistics differentiate candidate strings.
Candidates occurring at least ten times were ranked separately, within each n-gram length, by minimum-
split PMI and minimum boundary entropy. High and low correspond to the top and bottom deciles of the
within-length distribution, while middle refers to the 47.5th—52.5th percentiles. Within each stratum, the
five most frequent candidates are reported, with the raw score shown in parentheses. The examples
illustrate that the two measures capture different properties of recurrent character sequences.

Minimum-split PMI captures internal cohesion. High-PMI candidates such as &, |52, BE T, fF
B, and -3 consist of character combinations that co-occur much more strongly than would be
expected from the marginal frequencies of their component characters. By contrast, low-PMI strings
such as Z LA, Z %, Z N, and £ are frequent combinations formed largely from common function
characters and show little evidence of behaving as internally cohesive units. Middle-ranked candidates
occupy an intermediate zone in which some combinations may be meaningful in particular contexts but
are less strongly bound internally.

Minimum boundary entropy captures contextual freedom rather than internal association.
Candidates with high boundary entropy, such as Hi i, PN 52, [T, and ¥, occur with a
relatively diverse set of characters on both their left and right boundaries, which is consistent with their
functioning as reusable lexical units across different contexts. Low-entropy strings such as FE{#, ],
V-2, 25, and [\, by contrast, tend to occur as recurrent internal fragments of longer expressions
and have highly restricted boundary environments. Their low entropy therefore helps distinguish
productive lexical units from substrings that recur mainly because they are embedded within a larger
fixed expression.

The two statistics are therefore complementary rather than interchangeable. PMI asks whether the
characters inside a candidate belong together; boundary entropy asks whether the candidate can occur as
a relatively independent unit across varied external contexts. A candidate that scores highly on only one
dimension may still be a fragment or context-specific sequence. For this reason, the final lexical score is
deliberately conjunctive: a candidate receives a high combined score only when it performs well on both
internal cohesion and boundary freedom. The procedure should not be interpreted as identifying “words”
in an absolute linguistic sense. Rather, it provides a transparent way to rank recurrent multi-character
sequences by the extent to which they behave like reusable lexical units in this corpus.

For this implementation, lexical discovery does not rely on a seed dictionary or pretrained
segmentation model. Human judgment instead enters through the choice of n-gram lengths, frequency
floor, PMI and entropy thresholds, and fragment-removal rules. Their implications are evaluated through
the LLM-classified sample, a separate blind human reliability check, known-vocabulary recovery, and
threshold-sensitivity checks reported in Section 7. Appendix B provides an intuitive illustration of how
internal cohesion and boundary freedom distinguish reusable lexical units from recurrent fragments.
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Table 2b. Illustrative candidates across PMI and boundary-entropy strata

Measure Stratum | Example 1 | Example2 | Example3 | Example 4 | Example 5
Minimum-split PMI |  High HIEE (7.74) | M5 (8.16) | PER (7.72) | FFER (8.48) | 3% (9.57)
Minimum-split PMI | Middle | i (2.81) | fi# (2.81) | #.E (2.94) | A& (2.81) | FHLL (2.95)
Minimum-split PMI | Low 2. L4 (0.09) éﬂzﬁ F;Z Z 55 (=0.99) | Z N (-0.17) | {2 (—0.44)
Minimum boundary : B A M) 58 NE
L% (7. R (6. 5 :

entropy High (5.61) (7.62) LA (7.36) | BETR (6.75) | KT (6.96)
Minimum boundary . NP - AT RE

entropy Middle | m# (3.07) | K (3.07) | I (3.05) (2.64) FTF (3.07)
zflltrrlg;;m boundary | | RERE 0.01) | L 0.03) | FE (0.13) | B (0.02) | FFF (0.03)

5. Building a Monthly Temporal-Lexical Corpus

The resulting Tang lexicon is then counted back against the reconstructed monthly text: for every
lexicon entry and every chronicle-year x month cell, the pipeline records how many times that entry
occurs, and normalizes the count per 10,000 characters of that month’s surviving text. This

normalization matters because, as Figures 3—4 show, the amount of reconstructed text varies
substantially across years and months; a raw occurrence count would largely track how much text is
represented in a given cell rather than only changes in the term’s relative salience. The result is a
178,443-row long-format panel (term x year x month x frequency x per-10,000-character rate), which is
the paper’s principal data product. All visualizations in Section 6 use this common representation.

6. Visualizing Historical Change

Three figures illustrate what the resulting lexicon and monthly chronology together support, each
presenting a distinct use of the corpus.

Figure 5 plots annual frequencies per 10,000 characters for the eight most frequent entries in the
final Tang lexicon. The terms display markedly different temporal profiles. i {# (jiedushi, military
governor) rises strongly during the later Tang, while /¥ & (jiangjun, general) declines; A~ (taizi,
crown prince) is characterized by episodic spikes; and H:3 (Tubo, the Tibetan Empire) is concentrated
in periods of intense Tang-Tibetan interaction. These contrasting profiles show temporal variation after
normalization for corpus volume and provide historically interpretable examples of the resulting annual
series.
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Figure 5. Annual frequencies of the eight most frequent Tang lexical units

Note: Bars show annual values and the line is a centered ten-year moving average. Frequencies are
normalized per 10,000 reconstructed characters. The eight terms are selected mechanically as the most
frequent entries in the final Tang lexicon. English labels correspond to the following original Chinese
terms: Jiedushi (&£, military governor), Prefectural governor (JI13]52), Your Majesty (B ),
Crown prince (K1), Vice minister (FFH[5), All-under-Heaven (K T), General (4 ), and Tibet (H:3%,
Tubo).

Figure 6 examines two Chinese transliterations of the same Inner Asian polity’s name (the
Uyghurs), whose distribution is historically patterned: the Xin Tangshu (¥1/E3), juan 217A, dates the
court’s requested change from [A1#Z to [F]85 to 788 CE, whereas the Jiu Tangshu (E&JE ), juan 195,
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places the episode in 809 CE.! In this corpus, [Fl#Z’s last attested year and [FIff’s first attested year both
fall in 788 — a pronounced lexical shift concentrated at the earlier, disputed date, though not an absolute
cutover. A handful of [Fli#Z mentions persist afterward and may reflect retrospective reference, quotation,
or orthographic persistence. The transition aligns closely with the 788 dating reported in the Xin
Tangshu, although the purpose here is not to adjudicate between competing historical accounts.

. Huihe . Huigu

30

[N
=

Occurrences

AT . I‘l]m IISOO.I|..I|1 I'Jt I

700 00

Year (CE)

Figure 6. Annual occurrences of Huihe ([5Z) and Huigu (EIf%), 618907

Note: Bars show annual occurrences in the ZZTJ Tang corpus. The dashed line marks 788 CE, the dating
in the New Book of Tang of the Uyghurs’ request to change the written form from [AI#Z to [A#; the Old
Book of Tang dates the request to 809 CE.

Figure 7 examines 2 1 (Xuanwumen, conventionally written 2 X[9; “Gate of the Black
Tortoise™). The standard spelling 2 i:F does not occur in the corpus: the Kanripo edition consistently
uses the variant character 2 in place of X, as discussed in Section 2. This study normalizes 2 [ as
Y%K Y in the English discussion and figure labels for readability. Xuanwumen does not designate a
single location. The name follows a conventional directional scheme in which the northern gate of a
palace complex was named after Xuanwu %, the Black Tortoise associated with the north;
consequently, several unrelated Sui- and Tang-period palaces had gates bearing this name. All
occurrences in the analyzed corpus fall between 618 and 710. Every month containing two or more
mentions corresponds to one of the four annotated events listed in Table A7: the Jiangdu Mutiny (618/3),
including the assassination of Emperor Yang of Sui at the Jiangdu palace’s Xuanwumen; the

! Xin Tangshu #1532, juan 217A, “Huihu shang” [B185_F; Jiu Tangshu &R, juan 195, “Huihe” [AIFZ.
Electronic texts available via #£ 3 SC# (Wikisource) and Ho #7223 85 1~ (L. 51#1 (Chinese Text
Project): Xin Tangshu, juan 217A (https://zh.wikisource.org/zh-
hant/%E6%96%B0%E5%94%90%E6%9B%B8/%ES5%8D%B7217%E4%B8%8A); Jiu Tangshu, juan
195 (https://ctext.org/wiki.pl?if=gb&chapter=295984).
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Xuanwumen Incident (626/6); the Shenlong Revolution (705/1); and the Tanglong Coup (710/6). The
absence of occurrences after 710 should be interpreted as a corpus pattern, not as evidence that
succession conflict ceased. The series therefore serves as an event-alignment illustration rather than as a
fully independent historical validation.

:

70b/1 '
Shefllong |
Revqlution

!
626/6
6 ! Xuanwumen
! Inciftent

1
618/3

| Mutiny
“Jngwh)

61 1 I
Jiangdd
(SuiY; : !
71008
+ Tanglong
Caup

Occurrences that month
ES

0 | | | | | | | |
‘ | ' i

620 640 660 680 700
Year (CE)

Figure 7. Monthly mentions of Xuanwumen, 618710

Note: All corpus occurrences fall in 618—710. Dashed lines identify four months with at least two
mentions: the Jiangdu Mutiny (618/3), Xuanwumen Incident (626/6), Shenlong Revolution (705/1), and
Tanglong Coup (710/6).

The exercise illustrates the temporal resolution of the corpus but is not presented as a general event-
detection method: no threshold, model, or systematic search was developed for that purpose. A broader
event-detection contribution would require separate design and evaluation.

7. Validation and Robustness
7.1 Chronology reconstruction and iterative audit

Chronology validation was iterative rather than a one-time accuracy check. Using an LLM (ChatGPT,
OpenAl GPT-5.6 Sol), the first fixed-seed audit reviewed 80 detected boundaries and 20 unassigned
months using expanded annual context. It found 79 correct and one ambiguous detected boundary;
among 19 evaluable unassigned months, 16 were correct absences and three were missed boundaries,
while one additional case lay in a documented source lacuna. The three errors shared a common XZZT]J
continuation-volume-heading mechanism. This diagnosis motivated the general source-specific rule
described in Section 3, which recovered those cases without hard-coding them and restored 207
previously empty months. The original 100 cases then served only as a development-set regression test,
which the revised parser passed in all 100 cases. Two independent post-revision LLM audits followed. A
fixed-seed holdout found 50 of 50 detected boundaries correct and no missed boundary among 45
evaluable unassigned months; five further cells were source lacunae. A third, non-overlapping fixed-
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seed sample found all 80 detected boundaries and all 20 unassigned-month checks correct. Across the
two independent post-revision LLM samples, detected-boundary precision was therefore 130/130, and
the missed-boundary rate was 0/65 among evaluable unassigned cells, with five source-lacuna cases
reported separately. All classifications in this iterative audit sequence were made by an LLM, not by the
author. Because the detected and unassigned strata were deliberately sampled rather than population-
weighted, these figures are audit rates for the reviewed cases, not a single corpus-wide accuracy estimate.
Appendix Table A1 summarizes the LLM audit trail.

As a separate reliability check, one author evaluated 30 additional chronology cases while blinded
to the LLM classifications and parser-validation outcomes. The sample comprised 15 detected
boundaries and 15 unassigned months, drawn from the post-revision independent audit pools after
excluding the 100 development cases. Exact human—-LLM agreement was 28/30 (93.3%): 15/15 for
detected boundaries and 13/15 for unassigned months. The two disagreements concerned months within
the documented XZZT]J source lacuna. The human reviewer classified them as correct absences, whereas
the LLM classified them as source lacunae; neither disagreement concerned the presence of a missed
month boundary. Human judgments were saved before the LLM results were merged. Appendix Table
A2 summarizes this blind reliability check.

7.2 Lexical-unit precision

A 209-item sample was drawn from the scored candidate pool, stratified by lexical score into five strata
(bottom quartile through top decile), and each item was classified by an LLM as valid, borderline, or a
fragment. No author judgment entered these 209 classifications. Figure 8 shows the result: validity rises
monotonically from 2.4% in the bottom quartile to 97.6% in the top decile. This monotonic gradient
provides direct evidence that lexical score discriminates between LLM-judged valid units and fragments
in this sample.

97.6%

90 83.3%

66.7%
(n=42)

s

Share judged a valid lexical unit (%)

16.7%
(n=42)

2.4%
(n=42)

Bottom 2nd 3rd 75th—90th Top
quartile quartile quartile percentile 10%

Figure 8. LLM-validation precision by lexical score stratum (Anthropic, Claude Sonnet 5)

Note: The score-stratified sample contains 209 judged candidates. Labels report the valid share and
sample size in each lexical-score stratum.
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The blind human reliability check additionally sampled 50 lexical candidates, with 10 drawn from each
of the same five lexical-score strata. The author saw only the candidate and three to five corpus
examples; PMI, entropy, lexical score, stratum, and all prior LLM judgments were withheld. Exact
agreement across the three categories was 42/50 (84.0%; Cohen’s k = 0.694). When Valid was
contrasted with non-Valid (Borderline and Fragment combined), agreement was 43/50 (86.0%; x =
0.715). The lower and upper ends of the score distribution each showed 10/10 exact agreement;
disagreements were concentrated in intermediate cases involving partial personal names, productive
phrases, and the boundary between ordinary compounds and reusable lexical units. Appendix Table A2
reports the combined human reliability results.

7.3 Known-vocabulary recovery

A complementary, independent check asks the opposite question: of vocabulary independently known to
belong to Tang institutional and diplomatic life, how much does the pipeline actually recover? A small
(n=61), hand-compiled, citation-backed list was traced through the same four-stage funnel as the
discovered lexicon itself. This is a known-vocabulary recovery rate rather than recall against a complete
gold-standard lexicon of Tang institutional vocabulary, which does not exist in machine-readable form.
The list was built from standard reference works — Hucker (1985) for official titles, Twitchett (1970) for
fiscal administration, and Twitchett, ed. (1979) for foreign polities and ethnonyms — to provide stable
and citable reference points. Reference entries were then expressed in the graph forms actually attested
in the Tang ZZTJ subcorpus. In particular, 2[5 (Woguo, the polity later and elsewhere designated H A&,
Japan) replaces H 4 because the relevant Tang passages in this corpus use f£[E; and fiFi i (the Two-
Tax Law) retains the corpus form Fi rather than the normalized traditional graph 7. The former occurs

four times, while FiFi £ occurs three times: twice in the account for the first month of 780, including
the description of Yang Yan's reform, and once in the seventh month of 787. Both are therefore attested,
although neither reaches the baseline frequency floor of ten. With these source-form corrections, all 61
reference terms are attested in the Tang monthly corpus and 46 enter the final lexicon, giving a recovery
rate of 46/61 (75.4%). The category rates in Table 3 use all listed terms in each category as their
denominators. Recovery is high for central-government titles, military titles, and foreign-polity names
(79.2-100%), and lower for fiscal-administration terms (40.0%) and examination-system terms (66.7%).
The weaker recovery in some categories may reflect both the chronicle's narrative register and the
pipeline's frequency, length, and boundary choices. Court-political and military terms often appear as
recurrent multi-character strings, whereas some fiscal terminology occurs mainly within longer official

titles (e.g. &£ 3 within F % 3 or related titles). The correction also illustrates a broader

methodological point: a reference item may appear absent when the lookup list silently normalizes a
historical or edition-specific spelling. The complete 61-item reference list and each item's passage
through the discovery funnel are reported in Appendix Table AS.
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Table 3. Known-vocabulary recovery, by category

Category n terms Attested In final lexicon | Overall recovery
Central government titles 13 13 12 92.3%
Regional administration 8 8 6 75.0%
Military titles 3 3 3 100%
Examination system 3 3 2 66.7%
Fiscal administration 10 10 4 40.0%
Foreign / ethnonyms 24 24 19 79.2%

7.4 Threshold sensitivity

Threshold sensitivity was evaluated with a one-at-a-time grid in which each parameter was varied while
the remaining settings were held at the baseline (frequency > 10, minimum-split PMI > 3, minimum
boundary entropy > 1.0, and an 80% containment threshold for redundant-fragment removal). Appendix
Table A3 reports the resulting lexicon size and recovery of the 61-item known-vocabulary list. Lowering
the frequency floor to five expands the lexicon from 6,528 to 14,978 units and raises known-vocabulary
recovery from 46/61 (75.4%) to 50/61 (82.0%), whereas raising it to twenty reduces the lexicon to 2,843
units and recovery to 39/61 (63.9%). By contrast, reasonable changes to the PMI and entropy floors or to
the fragment-removal threshold change lexicon size but leave known-vocabulary recovery within 75.4—
77.0%. The substantive recovery result is therefore stable to the cohesion, boundary-freedom, and
fragment-removal choices, but—as expected for a frequency-based discovery procedure—more sensitive
to the minimum-frequency requirement.

7.5 Cross-period portability and limitations

An out-of-sample portability check examines whether the discovered terms also appear beyond the Tang
discovery corpus. The top Tang-discovered terms are almost all attested in the Song-period XZZTJ
subcorpus, but at substantially different relative frequencies (& {# falls from 26.1 to 3.5 per 10,000
characters; F£ T rises from 13.5 to 20.6). Their attestation supports the cross-period portability of these
lexical forms, while the frequency differences indicate period-specific salience. Four independently
documented Tang reign-era names (EL#4{, K&, JLfl, and BHIT) were checked against the discovered
lexicon’s own attested date ranges. Three match their documented start years exactly; Bf ot appears
earlier because the same character string also has the ordinary-language sense "to inaugurate." The
attested end years extend beyond the official end of each era because the chronicle can mention reign-era
names retrospectively. Table A4 therefore evaluates start-year alignment only and does not treat the last
attested year as an estimate of an era’s end.

8. Conclusion

This paper develops and validates a transparent and auditable workflow for converting a continuous,
digitally unstructured premodern Chinese chronicle into a monthly-resolution temporal-lexical corpus.
The contribution lies less in any single computational technique than in combining chronology
reconstruction, corpus-internal lexical discovery, monthly measurement, and explicit validation. The
resulting representation does not eliminate ambiguities in the source; rather, it makes their treatment
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explicit, leaving unresolved temporal assignments unfilled and distinguishing reconstruction problems
from documented source lacunae.

The value of computational historical analysis need not rest on discovering facts previously
unknown to historians. Recovering well-established historical patterns can itself provide an important
validation of a newly constructed corpus. The broader opportunity is to translate qualitative historical
propositions into explicit textual expectations and assess their timing, magnitude, persistence, and
sequence consistently across long periods. Computational methods thus complement rather than replace
historical interpretation: they extend the capacity to search, compare, and measure at scale, while source
criticism remains necessary to determine what those patterns mean (Pichler and Reiter 2022).

Such data construction also makes historical sources available for social-scientific analysis. Recent
studies of Chinese history illustrate how textual and other historical records can be transformed into
geographically and temporally structured evidence for questions about state capacity and long-run
institutional development (Keller, Shiue, and Yan 2026; Bai and Jia 2023). Monthly reconstruction
creates similar possibilities here. Textual measures can potentially be linked to rulers, political
transitions, external shocks, warfare, and other externally dated events, allowing questions about timing
and response that annual or unstructured narrative data cannot address as directly.

These possibilities require a clear distinction between textual measurement and the historical
phenomena those measures are intended to represent. A rise in the frequency of an institutional title is
direct evidence of changing textual salience, but only indirect evidence of institutional change; the latter
requires historical interpretation and, where possible, independent evidence. The corpus developed here
is therefore best understood as research infrastructure for subsequent historical and social scientific
inquiries. The broader progression is from chronicle as text, to chronicle as data, and ultimately to
chronicle as evidence: the first transition requires computational reconstruction and explicit
representation choices, while the second requires historically informed questions, validation, and
research design.
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Appendix A. Supplementary Tables and Figures
Table Al. Iterative LLM audit of monthly chronology reconstruction

. . Detected Unassigned-
Audit stage Sample design boundaries month checks Outcome / use
. . 16 correct; 3 . . .
Version 1: Initial 79 correct; 1 . Diagnosed continuation-
) 80 +20 . missed; 1 source . .
contextual audit ambiguous 1 volume-heading failure
acuna
Version 1. Same 100 cases after .20 / 20. passed, Regression only; not
Development . 80 / 80 passed including lacuna . D
: repair independent validation
regression label
Version 2: .
Independent 50+50 50/ 50 correct 45745 correct; 5| No error among 95
source lacunae evaluable cases
holdout
Version 3: 80 + 20; no overla No error among 100
Independent . N P 180 /80 correct |20 /20 correct &
P with prior 200 evaluable cases
replication
Detected precision
Post-revision Two independent 130/130 65 / 65 correct; 5 100%; missed-boundary
independent total | samples correct source lacunae rate 0% in reviewed

evaluable cases

Note: ChatGPT (OpenAl GPT-5.6 Sol) performed all classifications reported in this table. The first
sample was used to diagnose and repair the parser and is therefore not independent final validation. Post-
revision rates pool the two later, non-overlapping LLM audits by audit type. Source-lacuna cases are
excluded from the missed-boundary denominator. The sampling strata were deliberately fixed and are
not population-weighted. The separate author-conducted blind check appears in Table A2.

Table A2. Blind human reliability check against LL.LM classifications

Component Human sample | Exact agreement Cohen’s Interpretation
Lex1ca1.: three 50 42/50 (84.0%) 0.694 Valid / Borderline
categories / Fragment

Valid vs.
Lexical: binary 50 43/50 (86.0%) 0.715 Borderline +
Fragment
Chronology: 0 All detected
detected 15 15715 (100.0%) o boundaries agreed
Chronology: o Two source-lacuna
unassigned 15 13/15(86.7%) o coding
disagreements; no
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missed boundary

Chronology:
overall

30

28/30 (93.3%) —

Detected and
unassigned
questions reported
separately in text

Note: The author completed and saved all 80 judgments before LLM classifications were merged.
Lexical cases were sampled evenly across five lexical-score strata. Chronology cases were drawn from
the independent post-revision pools, excluding the 100 development cases. Cohen’s « is not reported for
the chronology subsets because the human reviewer used a single response category within each subset;
agreement rates are more informative in this setting.

Table A3. One-at-a-time sensitivity of lexicon size and known-vocabulary recovery

Specification Final lexicon Known terms Recovery rate
recovered

Baseline 6,528 46/61 75.4%
Frequency floor =5 14,978 50/61 82.0%
g(r)eq“ency floor = 2,843 39/61 63.9%
PMI floor =2.5 7,337 47/61 77.0%
PMI floor =3.5 5,725 46/61 75.4%
Entropy floor =0.5 6,777 46/61 75.4%
Entropy floor =1.5 6,135 46/61 75.4%
Containment o
threshold = 70% 6,413 46/61 75.4%
Containment o
threshold = 90% 6,555 47/61 77.0%
No fragment filter 6,555 47/61 77.0%

Note: Each alternative changes one parameter while holding the others at the baseline. The containment
threshold is the share of a shorter candidate’s occurrences accounted for by an accepted longer candidate
at either edge; candidates meeting or exceeding that share are removed as redundant fragments.

Table A4. Reign-era names: attested date ranges vs. documented reign dates

Reign era Documented | Attested Note
=t 627—649 627—-848 | Start year matches; later retrospective mentions
(Zhenguan)
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Reign era Documented | Attested Note
BT (Kaiyuan) | 713-741 621-833 | Earlier homograph attestations; later retrospective
mentions
K% (Tianbao) | 742-756 742794 | Start year matches; later retrospective mentions
JGAIT (Yuanhe) 806—820 806—873 | Start year matches; later retrospective mentions

Table AS. Top 15 Tang-discovered terms: Tang vs. Song (XZZTJ) frequency

Term Tang freq | Song freq | Tang perl0k | Song per10k
HiEEE | 1993 1439 26.14 3.46
M| 1099 1011 14.41 2.43
BT 1031 8555 13.52 20.58
X 871 836 11.42 2.01
REER 822 1592 10.78 3.83
KF 804 4868 10.54 11.71
1 780 685 10.23 1.65
-3 744 48 9.76 0.12
N 710 4 9.31 0.01
FA] 700 4983 9.18 11.99
NEE 670 2737 8.79 6.58
[F e | 617 221 8.09 0.53
Hhs 613 3185 8.04 7.66
Tk 605 2057 7.93 4.95
& 574 2827 7.53 6.80

Table A6. [El%Z and [E15: attested year ranges

ngram

First attested year

Last attested year

Total occurrences

A1z

627

788

174
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ngram | First attested year | Last attested year | Total occurrences

(] 788 902 169

Table A7. Xuanwumen (Z & H; see Section 2): highest-count months

Year | Month | Occurrences Documented event
626 6 4 | Xuanwumen Incident (Chang’an)
705 1 4 | Shenlong Revolution (Chang’an)
618 3 3 | Jiangdu Mutiny: assassination of Emperor Yang of Sui (Jiangdu)
710 6 2 | Tanglong Coup (Chang’an)

Table A8. Reference vocabulary used in the known-vocabulary recovery check

Tang Atteste In final First exclusion
Category Term .
frequency d lexicon stage

Central government titles | H1 &4 150 Yes Yes Included
Central government titles | fFH 159 Yes Yes Included
Central government titles | &4 25 Yes Yes Included
Central government titles | [# & /f 7K 29 Yes Yes Included
Central government titles | w45 7K 14 Yes Yes Included
Central government titles | 4l 52 K 110 Yes Yes Included
Central government titles | 4152 H17K 83 Yes Yes Included
Central government titles | #5551 101 Yes Yes Included
Central government titles [N 62 Yes Yes Included
Central government titles | #AkE: 1+ 108 Yes Yes Included
Central government titles | A7 AfH 4 Yes No Frequency floor
Central government titles | A7 ALk 13 Yes Yes Included
Central government titles | A1 KHfi 18 Yes Yes Included
Regional administration | & ff 1993 Yes Yes Included
Regional administration | #i% 208 Yes Yes Included
Regional administration FREL 347 Yes Yes Included
Regional administration | #i| 5 1370 Yes No Fragment filter
Regional administration il 10 Yes Yes Included
Regional administration | A a#)ff 2 Yes No Frequency floor
Regional administration | B/ 73 Yes Yes Included
Regional administration | [F#{E 35 Yes Yes Included
Military titles KNt 315 Yes Yes Included
Military titles 1 e 780 Yes Yes Included
Military titles gkl 222 Yes Yes Included
Examination system Het: 50 Yes Yes Included
Examination system AL 15 Yes Yes Included
Examination system il £ 2 Yes No Frequency floor
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Tang Atteste In final First exclusion
Category Term .
frequency d lexicon stage
Fiscal administration JE3Z 172 Yes Yes Included
Fiscal administration % 92 Yes Yes Included
Fiscal administration e fel 55 Yes Yes Included
Fiscal administration RS 3 Yes No Frequency floor
Fiscal administration FHLR 7 Yes No Frequency floor
Fiscal administration R 2 Yes No Frequency floor
Fiscal administration ) 1 Yes No Frequency floor
Fiscal administration B 3 Yes No Frequency floor
Fiscal administration i 20 Yes Yes Included
Fiscal administration sk 9 Yes No Frequency floor
Foreign polities / -3 744 Yes Yes Included
ethnonyms
Foreign / ethnonyms ZE ik 573 Yes Yes Included
Foreign / ethnonyms 25t 140 Yes Yes Included
Foreign / ethnonyms B 35 Yes Yes Included
Foreign / ethnonyms 7 126 Yes Yes Included
Foreign / ethnonyms BT 69 Yes Yes Included
Foreign / ethnonyms ezt 7 Yes No Frequency floor
Foreign / ethnonyms [z, 174 Yes Yes Included
Foreign / ethnonyms Bl 169 Yes Yes Included
Foreign / ethnonyms B 49 Yes Yes Included
Foreign / ethnonyms 1=IRE 39 Yes Yes Included
Foreign / ethnonyms 2] 4 Yes No Frequency floor
Foreign / ethnonyms KE 21 Yes No PMI floor
Foreign / ethnonyms T 15 Yes Yes Included
Foreign / ethnonyms R 11 Yes Yes Included
Foreign / ethnonyms -k 5 8 Yes No Frequency floor
Foreign / ethnonyms 2855 it 45 Yes Yes Included
Foreign / ethnonyms ke 61 Yes Yes Included
Foreign / ethnonyms PRy 24 Yes Yes Included
Foreign / ethnonyms EH 21 Yes Yes Included
Foreign / ethnonyms 1EEAA 23 Yes Yes Included
Foreign / ethnonyms Bt i) 1 Yes No Frequency floor
Foreign / ethnonyms TE 22 Yes Yes Included
Foreign / ethnonyms BE 36 Yes Yes Included

Note: The list was compiled independently of the corpus-statistical discovery results. Central-

government, regional-administration, military, and examination terms were selected with reference to
Hucker (1985); fiscal and economic terms with reference to Twitchett (1970) and Hucker (1985); and
foreign-polity names and ethnonyms with reference to Twitchett, ed. (1979). Entries use the graph forms

found in the Tang ZZT]J subcorpus: fifiif retains the corpus graph i rather than normalized #%. “First
exclusion stage” identifies the first stage at which an item failed to enter the final lexicon; Included
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indicates that it survived all stages. Tang frequency is the raw occurrence count in the twelve-cell
analytical panel of the ZZTJ Tang subcorpus.

Appendix B. Illustrating Internal Cohesion and Boundary Freedom

The lexical-discovery procedure described in Section 4 combines two complementary forms of
distributional evidence: internal cohesion and boundary freedom. This appendix illustrates the intuition
behind these measures using examples from the corpus. The purpose is not to provide an alternative
segmentation of Classical Chinese, but to clarify how recurrent character sequences are distinguished
from frequent fragments of longer expressions.

B.1. Internal cohesion

Internal cohesion asks whether the characters within a candidate occur together more strongly than
would be expected from their individual frequencies. For a two-character candidate, this is measured
directly by pointwise mutual information (PMI). For candidates of three or four characters, however,
there is more than one possible internal boundary. The procedure therefore calculates PMI across every
possible binary split and retains the minimum value.

Consider the three-character candidate i 5 {# (jiedushi, military governor). It has two possible binary
splits:

i | BEfl
HiiRE | fif2

A high minimum-split PMI requires both divisions to exhibit strong association. The candidate cannot
therefore receive a high cohesion score simply because one pair of adjacent characters is particularly
strongly associated. For a four-character candidate, the same principle is applied to all three possible
binary splits. This conservative rule treats the weakest internal boundary as the relevant evidence for the
cohesion of the candidate as a whole.

Internal cohesion alone, however, cannot determine whether a recurrent string is an independent lexical
unit. A substring of a highly frequent longer expression may itself occur frequently and display strong
internal association. The sequence £, for example, occurs repeatedly because it forms the final two
characters of f{iE£fifi. A second criterion is therefore needed to distinguish reusable units from recurrent
internal fragments.

B.2. Boundary freedom

Boundary freedom asks whether a candidate occurs across varied external contexts. The intuition
follows statistical approaches to unsupervised Chinese word extraction and segmentation that use
contextual diversity around a character sequence as evidence of its relative independence (Feng et al.
2004; Jin and Tanaka-Ishii 2006).

Corpus-derived KWIC examples illustrate this contrast. Occurrences of i fif appear across varied left
and right contexts (dates in parentheses indicate the reconstructed chronicle year and month):

BT | B EEAE | A THDEENT H BN (721/12)
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FEFE AN | HEEE | el L SRR ER (732/12)

LLZzik L 2% | B EEAE | RRE R T2 AT N (742/1)

AbR BT | Hi R | R ESmE g (793/12)

These are KWIC excerpts from the Tang-period ZZTJ monthly corpus rather than schematic examples.
They show that both the characters preceding the candidate and the material following it vary across

occurrences, producing relatively high entropy at both boundaries.

By contrast, the recurrent substring &£ appears in the same passages as:

T

WG | BEAE | R TR R SRS (721/12)
TR LN | EEAE | T SRAA R EE (732/12)
VLRI A | BEGE | WK PRz N (742/1)
A REbR—BIETSHE | R | B ESMEE (793/12)

Of the 1,995 occurrences of J{# in the Tang corpus, 1,993 (99.9%) are immediately preceded by fi;
the remaining two occur within <& {#. The substring therefore has almost no left-boundary freedom,
although its right contexts vary. This helps explain why boundary entropy distinguishes the complete
official title Hif£ £ from the recurrent fragment £ {#. As reported in Table 2b, the minimum boundary-
entropy score is 5.61 for fiZ {# but only 0.01 for E{#. The same contrast appears between /7] 5
(7.62) and its recurrent fragment JN#l| (0.03).

Boundary entropy therefore provides information that frequency and internal association alone cannot
supply. A recurrent sequence may be internally cohesive while still being externally constrained as part
of a longer expression. Conversely, a sequence may occur in varied contexts without exhibiting strong
internal cohesion. Neither property by itself is sufficient for the purpose of lexical discovery used here.

B.3. Combining the two signals

The procedure therefore treats internal cohesion and boundary freedom as complementary rather than
competing criteria. PMI asks whether the components within a candidate belong together; boundary
entropy asks whether the resulting sequence behaves as a relatively independent unit across different
surrounding contexts.

The final lexical score implements this conjunctive logic. Minimum-split PMI and minimum boundary
entropy are first converted to percentile ranks within each n-gram length, and the lower of the two
percentile ranks is retained. A candidate therefore receives a high lexical score only when it ranks highly
on both internal cohesion and boundary freedom. This deliberately conservative construction prevents an
exceptionally high value on one dimension from compensating for weak evidence on the other.

The procedure should consequently be interpreted as identifying recurrent character sequences that
behave like reusable lexical units within this corpus, rather than as determining word boundaries in an
absolute linguistic sense. This distinction is especially important for an unsegmented premodern corpus,
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where the objective is to construct transparent and countable textual units for historical analysis rather
than to impose a complete modern linguistic segmentation.

Appendix C. Annual and Monthly Chronology Reconstruction

This appendix records implementation choices that materially affect the temporal corpus but are too
detailed for Section 3. It summarizes the rules rather than reproducing the code.

1. Source ingestion and cleaning. Files were ordered by embedded JUAN metadata rather than
filename sequence; front matter and noncanonical files were retained in QA logs but excluded from the
narrative corpus. Kanripo metadata, page markers, paragraph marks, whitespace, structural headings,
and recursively nested parenthetical annotations were removed from the analytical text. An unstripped
version was retained for provenance. A minimal 3% sentinel was preserved at volume openings because
it identifies continuation-volume headings needed by the XZZTJ parser.

2. Annual boundaries. Candidate headers combine a Chinese year ordinal with nearby # or 1 H and a
preceding reign-era name. Era names are normalized only for matching a small set of attested graphic
variants; the analytical text retains source spellings. Candidates are resolved as an ordered chronological
sequence using exact or fuzzy era matching, continuation of reign-year counts, and guards against
backward or implausibly large jumps. Quoted and retrospective dates are not treated as top-level
boundaries.

3. Restricted gap filling and annual repairs. If a year remains missing, a second pass searches only
between already accepted adjacent boundaries and admits a broader set of month expressions or 7T
evidence. Four Tang years still required documented structural repairs (Table C1); these are exact-
anchor or volume-boundary splits, not imputed text. Thus, the revised monthly parser contains no audit-
case-specific recovery rule, while the preceding annual stage includes four disclosed exceptions.

Table C1. Documented Tang annual-boundary repairs

Year Problem Evidence and treatment
663 Embedded or future-date Split at —4F-F 1 H ; end before
interference kil T AERIE A .
665 Annual material merged with an | Split at 44 1E H ; end before
adjacent year LR IER.
670 Duplicated or mislabelled &% | Split at the juan 201/202
heading across volumes boundary; assign the first block
to ik F .
696 Multiple era changes and Split at #57% 18 K JC4F and
nonstandard opening verify the internal sequence
through i A, ¢, and HF—
A.

Note: Adjacent years were redistributed only as required to conserve the continuous text; execution stops
if a required anchor is absent.

4. Month-boundary classification. The parser detects month names with optional season and leap-
month prefixes, then rejects matches marked as retrospective, embedded in an explicit different reign-
year citation, or inconsistent with non-decreasing narrative time. A following ¥ or ganzhi day within a
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short window is retained as supporting evidence rather than a universal requirement. This prevents
ranges, duration expressions, quoted precedents, and calendrical discussions from being treated
automatically as current narrative dates.

Table C2. Individually documented month-marker exclusions

Source-year False marker Reason for exclusion

Z7T) 731 —“N\H Recurring biannual ritual
schedule preceding )t H, not
narrative month 8.

XZZTJ 1006 = Conditional ritual-calendar rule,
not an attested date.

XZZTJ 1007 =T H.. WA Tang ritual precedent quoted
within a Song memorial.

XZZTJ 1038 R+ H.. . EHW Future-year eclipse prediction.

XZZTJ 1057 1= H vH Eclipse citation keyed to

another calendrical year.

Note: These exclusions are applied before thread construction. They remain case-specific because
broader rules would also discard genuine dated entries.

5. Secondary narrative threads and intercalary months. When a year contains a later internally
ordered sequence of months, a new thread may open only at a calendrically supported marker; each
thread must then remain non-decreasing. Noncontiguous segments assigned to the same month are
concatenated, while n_segments and n_threads preserve their structure. Intercalary months are grouped
with the corresponding numbered month in the twelve-cell panel, but their flags, text, and character
counts are stored separately, allowing later reconstruction of the full chronological sequence, including
intercalary months.

6. Assignment, missingness, and invariants. Text preceding the first confirmed month marker is
assigned to that first reconstructed month; this preserves annual-opening material but may attach undated
seasonal prose to the first explicit month. Years with no defensible month marker are not defaulted to
month 1. Empty cells distinguish unresolved or unnarrated months from the documented XZZTJ source
lacuna. Character totals must be conserved across annual and monthly segmentation, and all adjacent
Tang year boundaries are exported as tail/head pairs for QA.
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